CHAPTER 9

DEPLOYMENT RECIPES

There are multiple ways to depoly web2py in a production environment and
the detals really depend on the configuration and the services provided by the
host.

In this chapter we consider the following issues:

¥ Configuration of production quality web servers (Apache, Lighttpd)
¥ Security Issues
¥ Scalability issues

¥ Deployment of the Google App Engine

web2py comes with an SSL enabled web server, the CherryPy wsgiserver.
While this is an execllent web server it has limited configuration capabilties.
For this reason it is best to deploy web2py behind the Apache or the Lighttpd
web servers. There are both free and open source web servers which are highly
customizable and have been proven to be reliable in high traffic production
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environments. They can be configured to serve static files directly, deal with
HTTPS, and pass control to web2py for the dynamic content.

Until a few years ago, the standard interface for communication between
web servers and web applications was the Common Gateway Interface (CGI).
The main problem with CGI is that it cretaes a new process for each http
request. If the web application is written in an interpreted language, each http
request served by the CGI scripts starts a new instance of the interpreter. This
is slows and it should be avoided in a production environment. Moreover
CGI can only handle simple responses. It cannot handle, for example, file
streaming.

One solution to this problem is to use the mod_python module for Apache.
mod_python starts one instance of the Python interpreter when Apache starts,
and it serves each http request in its own thread without having to restart
Python every time. This is a much better solution than CGI, this is not yet
an optional solution since mod_python uses its own interface for communi-
cation beween the web server and web application. In mod_python all hosted
applications run under the same user id/group id and thus it presents security
issues.

In the last couple of years the Python community has come to-
gether behind a new standard interface for communicaiton be-
tween web servers and web applications written in Python. It
is called Web Server Gateway Interface (WSGI). web2py was
built on WSGI and it provides handlersfor using other interfaces
when WSGI is not an option.

Apache supports WSGI via the optional module mod_wsgi.

On some web hosting services, installing mod_wsgi is not an option. In
this case we must use Apache as a proxy and forward all incoming requests
to the web2py built-in web server (running for example on 127.0.0.1:8000).

With or without mod_wsgi, Apache can be configured to serve static files
and deal with SSL encryption taking the burden of off web2py.

The Lighttpd web server does not currently support the WSGI interface but
it does suport the FastCGI interface which is a variation on the earlier CGIL.
FastCGI’s main aim is to reduce the overhead associated with interfacing the
web server and CGI programs, allowing a server to handle more web page
requests at once.

According to the Lighttpd web site "Lighttpd powers several popular Web
2.0 sites like YouTube and wikipedia. Its high speed io-infrastructure allows
them to scale several times better with the same hardware than with alternative
web-servers".
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Lighttpd with FastCGI is, in fact, faster than Apache with mod_wsgi.
web2py provides a handler that allows to communicate with Lighttpd via
FastCGI.

web2py also provides a CGI handler but its usage with both Apache and
Lighttpd is highly discouraged for speed reasons. The only place where the
CGI handler is indeed necessary and where it does not provides a performance
penalty is on the Google App Engine (GAE). On GAE web applications run
"in the clould", this means the framework completely abstracts any hardware
detail. The web application is automatically replicated as many times as
necessary to serve all concurrent requests. Replicaiton in this case means
more than multiple threads on a single server; it also means multiple processes
on different servers. GAE achieves this level of scalability by blocking write
access to the file system and all persistant information must be stored in the
Google Big Tables datastore.

On non-GAE platforms scalability is an issue that needs to be addresses and
it may require some tweaks in the web2py applicaitons. The most common
way to achieve scalability is by using multiple web servers behind a load
balancer (a simple Round-Robin or something more sofisticated receiving
heartbeat feedback from the servers).

Even if there are multiple web servers, there must be one and only database
sever. By default web2py uses the file system for storage of sessions, tick-
ets, uploaded files and cache. This means in the default configurations the
corresponding folders have to be shared folder:

—

Shared Folder

Samba or NFS
(sessions, errors, cache, uploads)
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In the rest of the chapter we consider various recipes that may provide an
improvement over this niave approach, including:

¥ Store session in the database or not store sessions at all.

¥ Store tickets on local filesystems and move them into a the database in
batch.

¥ Use memcache instead of cache.ram and cache.disk.
¥ Store uploaded files in the database instead of the shared filesystem.

While we strongly recommend following the first three recipes. The fourth
recipe may provide an advatange in the case of small files but may be counter
productive for lage files.

9.1 Setup Apache

In this section we assume as reference platform Ubuntu 8.04 Server Edition.
The configuration commands are very similar on any other Debian based
Linux distribution but thye may differ for Red Had based systems.

First, we make sure you have all the necessary Pyhton and Apache packages
and, if not, install them by typing the following shell commands:
sudo apt-get update
sudo apt-get -y upgrade
sudo apt-get -y install openssh-server
sudo apt-get -y install python
sudo apt-get -y install python-dev

sudo apt-get -y install apache2
sudo apt-get -y install libapache2-mod-wsgi

Then we enable the SSL module, the proxy module and the WSGI module
in Apache:

sudo a2enmod ssl
sudo a2enmod proxy

5 sudo a2enmod proxy_http

4

sudo a2enmod wsgi

We create a SSL folder we put our SSL sertificates in there:
sudo mkdir /etc/apache2/ssl

You should obatin the certificates form a trusted Certificate Authority such
as verisign.com but, for testing purpose, you can generate your own self-

signed certificates following the inscrutions in [52]
Finally, we restart the web server:

sudo /etc/init.d/apache2 restart
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The Apache configuration file is:
/etc/apache2/sites-available/default

The Apache logs are in:

/var/log/apache2/

9.2 Setup mod_wsgi

We need to download and unzip web2py source on the machine where we
installed the web server above. We assume that web2py is installed under

/home/yourdomain/web2py

and it is owned by user www-date and group www-data.
To setup web2py with mod_wsgi we simply put in the Apache configuration
file:

/etc/apache2/sites-available/default

the following code:

### for requests on pot 80
NameVirtualHost x:80

1
2
3 <VirtualHost =*:80>
4

### set the servernane

5 ServerName myservername.com
6 ### alias the |location of applications (for static files)
7 Alias / /home/yourdomain/web2py/applications/

8 ### setup WA
9 WSGIScriptAlias / /home/yourdomain/web2py/wsgihandler.py

10 WSGIDaemonProcess web2py user=www-data group=www-data
1 home=/home/yourdomain/web2py/
12 processes=10 maximum-requests=500

### static files do not need WBA

14 <LocationMatch "O(/[\w_]*/static/.x*)">
15 Order Allow,Deny

16 Allow from all

17 </Location>

18 ### everythi ng el se goes over WsQ
19 <Location "/">
20 Order deny,allow

1 Allow from all

2 WSGIProcessGroup web2py

3 </Location>

24 LogFormat "% % % % \"%\" %s %" common
25 CustomLog /var/log/apache2/access.log common

26 </VirtualHost>

Then edit the file:

1 /home/yourdomain/web2py/wsgihandler.py
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When we restart Apache it will pass all our requests to web2y without
going through the builtin wsgiserver.

To force some applications (for example admin and appadmin to go over
HTTPS) we need to store the SSL certificate and key files:

/etc/apache2/ssl/server.crt
/etc/apache2/ssl/server.key

and edit default as follows:

### for requests on pot 80
NameVirtualHost *:80
<VirtualHost =*:80>
### set the servernane
ServerName myservername.com
### alias the |ocation of applications (for static files)
Alias / /home/yourdomain/web2py/applications/
### setup WBA
WSGIScriptAlias / /home/yourdomain/web2py/wsgihandler.py
WSGIDaemonProcess web2py user=www-data group=www-data
home=/home/yourdomain/web2py/
processes=10 maximum-requests=500
### adm n requires SSL
<Location "/adm n">
SSLRequireSSL
</Location>
### appadni n requires SSL
<LocationMatch "O(/[\w_]*/appadm n/.*)">
SSLRequireSSL
</Location>
### static files do not need W5G
<LocationMatch "O(/[\w ]*/static/.*)">
Order Allow,Deny
Allow from all
</Location>
### everything el se goes over WsGE
<Location "/">
Order deny,allow
Allow from all
WSGIProcessGroup web2py
</Location>
LogFormat "% % % % \"%\" %s %" common
CustomLog /var/log/apache2/access.log common
</VirtualHost>
### for requests via SSL (port 443) enable SSL
NameVirtualHost x:443
<VirtualHost x:443>
ServerName myservername.com
Alias / /home/yourdomain/web2py/applications/
WSGIScriptAlias / /home/yourdomain/web2py/wsgihandler.py
WSGIDaemonProcess web2py user=www-data group=www-data
home=/home/yourdomain/web2py/
processes=10 maximum-requests=500
SSLEngine On
SSLCertificateFile /etc/apache2/ssl/server.crt
SSLCertificateKeyFile /etc/apache2/ssl/server.key
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<LocationMatch "O(/[\w ]*/static/.x)">
Order Allow,Deny
Allow from all
</Location>
<Location "/">
Order deny,allow
Allow from all
WSGIProcessGroup web2py
</Location>
LogFormat "% % % % \"%\" %s %" common
CustomLog /var/log/apache2/access.log common
</VirtualHost>

If we now restart Apache we should be able to access

https://www.mydomain.com/admin
http://www.mydomain.com/examples

but not

http://www.mydomain.com/admin
http://www.mydomain.com/examples/appadmin

9.3 Setup mod_proxy

Some Unix/Linux distributions can run Apache but they are not supppored
by mod_wsgi. In this cases the simplest solution is to run Apache as a proxy

and have it deal with static files only.
Here is a minimalistic Apache configuration:

NameVirtualHost x:80
### deal with requests on port 80
<VirtualHost =*:80>
Alias / /home/youdomain/web2py/applications
### serve static files directly
<LocationMatch "0/ ([\w_]*/static/.x)">
Order Allow,Deny
Allow from all
</LocationMatch>
### proxy all the other requests
<Location "/wel cone">
Order deny,allow
Allow from all
ProxyPass http://127.0.0.1:8000/welcome
ProxyPassReverse http://127.0.0.1:8000/
</Location>
LogFormat "% % % % "%r" %s %" common
CustomLog /var/log/apache2/access.log common
</VirtualHost>

The above scripts exposes only and explicitly the "welcome" applica-
tion. For expose other apps we need to add the corresponding <Loca-

tion>...</Location> with the same syntax as done for the "welcome" app.
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The script assumes there is a web2py server running on port 8000. Before
resting Apache, make sure this is the case
nohup python web2py.py -a '<recycle> -i 127.0.0.1 -p 8000 &

We can specify a password with the -a optio or use ’<recycle>’ as password.
In the latter case the previsouly stored password is reused and the password
is not stored in the shell history.

We can also ’<ask>’ to be prompted for a password.

The nohup commands makes sure the server does not die when we close
the shell. nohup logs all output into nohup.out.

To force admin and appadmin over HTTPS use the following Apache
configuration file instead:

NameVirtualHost *:80
NameVirtualHost %:443
### deal with requests on port 80
<VirtualHost %:80>
Alias / /home/youdomain/web2py/applications
### admi n requires SSL
<LocationMatch "0/ adm n">
SSLRequireSSL
</LocationMatch>
### appadni n requires SSL
<LocationMatch "0/ ([\w_] */appadm n/.*)">
SSLRequireSSL
</LocationMatch>
### serve static files directly
<LocationMatch "6/ ([\w ] */static/.*)">
Order Allow,Deny
Allow from all
</LocationMatch>
### proxy all the other requests
<Location "/wel cone" >
Order deny,allow
Allow from all
ProxyPass http://127.0.0.1:8000/welcome
ProxyPassReverse http://127.0.0.1:8000/
</Location>
LogFormat "% % % % "%r" %s %" common
CustomLog /var/log/apache2/access.log common
</VirtualHost>
<VirtualHost %:443>
SSLEngine On
SSLCertificateFile /etc/apache2/ssl/server.crt
SSLCertificateKeyFile /etc/apache2/ssl/server.key
<Location "/">
Order deny,allow
Allow from all
ProxyPass http://127.0.0.1:8000/
ProxyPassReverse http://127.0.0.1:8000/
</Location>
LogFormat "% % % % \"%\" %s %" common
CustomLog /var/log/apache2/access.log common
</VirtualHost>
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The administrativeinterface must be disabled when web2py runs
on a shared host with mod_proxy or it will be exposed to the other
users, which constitutes a major security risk.

9.4 Start web2py as Linux daemon

Unless you are using mod_wsgi we should setup the web2py server so that it
can be started/stopped/restarted as any other Linux deamon and, moreover,
we want it to start automatically at startup.
The process to set this up is different for the various linux/unix distributions.
In the web2py folder there are two scripts which can be used for this
purpose:

scripts/web2py.ubuntu.sh
scripts/web2py.fedora.sh

On Ubuntu and other Debian based Linux distributions edit the former
script, replace the "/usr/lib/web2py" path with the path of your web2py in-
stallation, then move the file into the proper folder, register it as a startup
service and start it:
sudo cp scripts/web2py.ubuntu.sh /etc/init.d/web2py

sudo update-rc.d web2py defaults
sudo /etc/init.d/web2py start

On Fedora and other Red Hat based Linux distributions edit the latter scrip-
treplace the "/ust/lib/web2py" path with the path of your web2py installation,
then move it into the proper folder, register it as a startup service and start it:
sudo cp scripts/web2py.fedora.sh /etc/rc.d/init.d/web2pyd

sudo sudo chkconfig --add web2pyd
sudo service web2py start

9.5 Start web2py as Windows Service

What on Linux is called a daemon, on Windows is called a service. The
web2py server can easily be installed/started/stopped as a Windows service.

In order to use web2py as a Windows service you must create a file
"options.py" with startup parameters:

import socket, os
ip = socket.gethostname()

3 port = 80
password = ' <recycl e>'
pid_filename = 'httpserver.pid
log_filename = 'httpserver.|og

ssl_certificate ="
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ssl _private_key ="

numthreads = 10

server name = socket.gethostname()
request_queue_size = 5

timeout = 10

shutdown_timeout = 5

14+ folder = os.getcwd()

(We don’t need to create "options.py" from scratch since there is already
an "options_std.py" in web2py folder that we can use as model).
The we can install web2py as a service with:

python2.5 web2py.py -W install

and start/stop the service with:

python2.5 web2py.py -W start
python2.5 web2py.py -W stop

o

9.6 Setup Lighttpd

We can install Lighttpd on a Ubuntu or other Debian based Linux distribution
with the following shell command:

apt-get -y install lighttpd

Once installed we need to edit the Lighttpd configuration file

/etc/lighttpd/lighttpd.conf

and, in it, write something like:

1 server.port = 80
2 server.bind = "0.0.0.0"

server.event-handler = "freebsd- kqueue"
4 server.modules = ( "nod_rewite", "nmod_fastcgi" )
E server.error-handler-404 = "/test.fcgi"
6 server .document-root = "/hone/ your domai n/ web2py/ "
7 server.errorlog = "/tnmp/error.| og"
8 fastcgi.server = (".fcgi" =>

9 ( "local host" =>

10 ( "mn-procs" => 1,

1 "socket" => "/tnp/fcgi.sock"
12 )

1;1 )
We must start the web2py fcgihandler before the web server with:

i nohup python fcgihandler.py &

Then we (re)start the web server.

1 /etc/init.d/lighttpd restart
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Notice that FastCGI binds the web2py server to a unix socket, /tmp/fcgi.sock,

not to a Internet socket. This is where Lighttpd forwards the http requests to
and receives responses from. Unix sockets are ligher than Internet sockets
and this is one of the reasons Lighttpd+FastCGI+web2py is fast. As in the
case of Apache it is possible to setup Lighttpd to deal with static files directly
and force some applications over HTTPS. We refer the reader to the Lighttpd
documentation for details.

The administrativeinterface must be disabled when web2py runs
on a shared host with FastCGl or it will be exposed to the other
users, which constitutes a major security risk.

9.7 Setup PostgreSQL

PostgreSQL is a free and open source database which is used, for example, to
store all the .org domain name database and has been proven to scale well into
hundred of terabytes of data. It has very fast and solid transaction support
and provides an auto-vacuum feature that frees the administrator from most
database maintenance tasks.

On a Ubuntu or other Debian based Linux distribution it is easy to install
PostgreSQL and its Python API with:
sudo apt-get -y install postgresql-8.3
sudo apt-get -y install python2.5-psycopg2

Mind that it is wise to run the web server(s) and the database server on
different machines. In this case the machines running the web servers should
estabilish a SSL tunnels to securely connect with the database server.

We can start the database server with:

sudo /etc/init.d/postgresql-8.3 restart
When restarting the postgresql server, it should notify us about the port
where it is running from. Unless we have multiple database servers, this is

5432.
The PostgreSQL configuration file is:

/etc/postgresql/8.3/main/postgresqgl.conf

the PostgreSQL logs are in
/var/log/postgresql/

Once the database server is up and running we need to create a user and a
database so that our web2py applications can use it:

sudo -u postgres createuser -P -s myuser
createdb mydb
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3 echo ' The foll owi ng dat abases have been created:

o

psql -1
psql mydb

The first of the commands will grant superuser access to the new user,
called myuser. It will prompt us for a password.

Any web2py application can connect to this database with the command:

db=SQLDB (" post gr es: nyuser : nypasswor d@ ocal host: 5432/ mydb" )

where mypassword is the password we choose when we created the user
and we assume 5432 is the port where the database server is running.

While it is possible for different web2py applicaitons to share the same
database, for example mydb, it is best to create one database for each appli-
cation.

For database backup look into the postgresql documentation, specifically
the commands pg_dump and pg_restore.

9.8 Security Issues

It is very dangerous to publicy expose the admin application and yourapp/ap-
padmin controller unless they go over HTTPS.
This is true for web2py and any other web application.

Your password and credantials should never be transmitted un-
encrypted.

You your own applications, if they require authentication, you should also
make your session cookies secure with:

session.secure()

An easy way to setup a secure production environment on a server is to
start web2py without a password and remove all the parameters_x.py
files. This will completely disable admin and appadmin.

Then start a second python instance accessible only from localhost:

nohup python2.5 web2py -p 8001 -i 127.0.0.1 -a '<ask>' &

and create an SSH tunnel from the local machine (the one form which we
wish to access the administrative interface) and the server (the one where
web2py is running), using:
ssh -L 8001:127.0.0.1:8001 username@serveraddress

(here username and severaddress are parameter of the server where web2py

is runing). Now we can access the administrative interface locally via a
browser at Localhost:8001.
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This configuration is secure because admin is not reachable when the
tunnel is closed (the user id logged out).

This solution is secure on shared hosts if and only if other users
do not have read access on the folder that contains web2py or
they may be able to steal session cookiesdirectly fromthe server.

9.9 Scalability Issues

Web2py is designed to be easy to deploy and to be easy to setup. This does
not mean that it compromises on effciency and scalability but it means we
may need to tweak it to make it scalable.

In this section we assume we created multiple web2py installations behind
a NAT server that provides local balancing. In this configuration web2py will
work out of the box if each of our web2py apps connects to the same database
server and sees the same shared folders. More explicitly the folders

applications/myapp/sessions

> applications/myapp/errors

W

applications/myapp/uploads

applications/myapp/cache

have to be shared among the distinct web2py installations. The shared folders
must supports file locking. Possible solutions are ZFS>, NFS®, or Sambda
(SMB).

Notice that it is possible, but not a good idea, to share the entire web2py
folder or the entire applications folder. In fact the more one shares the more
network access is required when serving a web page.

We believe the configuration discussed above to be very scalable because it
reduces the database load by moving to the shared filesystems those resources
that need to be shared but do not need transactional safety (only one client at
the time is supposed to be access sessions, cache needs always a global lock,
uplaods and errors are write once/read many files).

From a hardware point of view it is best to have three network cards, one
for connection to the load balancer and to perform ordinary network 10, one
for connection to the database server, and one for connection to the shared
storage. Ideally both the database and the shared storage should have RAID
capability. Do not make the mistake to store the database on the same storage
as the shared folders or you create a new bottle neck there.

On a case by case basis we may need to perform additional optimizations
and we discuss them below. In particular we discuss how to get rid of these

SZFS was developed by SUN Microsystems and it is the preferred choice
SMind that with NFS you may need to run the nlockmgr daemon to allow file locking
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shared folders one by one and hot to the corresponding data in the database
instead. Mind that while this is possible, it is not necessarily a good solution
but there may be reasons to do so. One of such reasons is that sometimes we
do not have the freedom to setup shared folders.

Sessions in Database

Itis possible to instruct web2py to store sessions in a Database instead of in the
sessions folder. This has to be done for each individual web2py application
although they may all use the same database to store sessions.

Given a database connection

db=SQLDB( . ...)

we can store the sessions in this db by simply stating the following, in the
same model file that estabilises the connection:

session.connect(request,response,db)

If it does not exist already, web2py creates a table in the database called
web2py_session_appname containing the following fields:
SoLField(' | ocked' ,' bool ean' ,default=False),
SQLField('client ip'),
SQLField(' created_datetine' ,'datetine' ,default=now),
SQLField(' nodified _datetine' ,' datetine'),
SQLField (' uni que_key'),
SQLField(' session_data' ,'text')

unique_key is a uuid key used to identify the session in the cookie. ses-
sion_data is the cPickled session data.

To minimize database access we should avoid storing sessions when they
are not needed with:

session.forget()

With this tweak the "sessions" folder does not need to be a shared folder
any more since it will no longer be accessed.

Cleanup Sessions

If you choose to keep your sessions in the filesystem you should be aware
that on a production environment they pile up fast. web2py provides a script
called:

scripts/sessions2trash.py

that when run in background, periodically deletes all sessions that have not
been access for a pertain amount of time. This is the content of the script:
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SLEEP_MINUTES=5
EXPIRATION_MINUTES=60
import os, time, stat
path=os.path.join(request.folder,' sessions')
while 1:
now=time.time()
for file in os.listdir(path):
filename=os.path.join(path,file)
t=os.stat(filename)[stat.ST MTIME]
if now-t>EXPIRATION MINUTES«*60:
unlink(filename)
time.sleep(SLEEP_MINUTES%60)

You can run the script with the following command

nohup python web2py.py -S yourapp -R scripts/sessions2trash.py &

where yourapp is the name of your application.

Upload Files in Database

By default all uploaded files handled by SQLFORMEs are safely renamed and
stored in the filesystem under the "uploads" folder. It is possible to instruct
web2py to store uploaded files in the database instead.

Consider the following table

db.define table(' dog',
SQLField(' nane' )
SQLField(' i mage' ,' upl oad'))

where dog.imageis of type upload. To make the uploaded image go in the
same record as the name of the dog, we must modify the table defintion by
adding a blob field and link it to the upload field:

db.define table(' dog',
SQLField(' nane' )
SQLField(' i nage' ,' upl oad' ,uploadfield='Iimage_data'),
SQLField(' i nage _data' ,' bl ob'))

Here image_data is just an arbitrary name for the new blob field. All
the work is done in line 3.

It instructs web2py to safely rename uploaded images (as usual), store
the new name in the image field, and store the data in the uploadfield called
image_data instead of storing the data on the filesystem. All of this is be
done automatically by SQLFORMSs and no other code needs to be changed.

With this tweak the "uploads" folder does not need to be a shared folder
any more since it will no longer be accessed.
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Collecting Tickets

By default web2py stores tickets (errors) on the local file system. It would
not make sense to store tickets directy on the database because the the most

common origin of error in a production environment is database failure.

Storing tickets is never a botteneck because this is supposed to be a rare
event, hence, in a prduction environment with multiple concurrent servers, it
is more than adequate to store them in a shared folder. Nevertheless, since
only the administrator needs to retrieve tickets, it is also ok to store tickets in
a non-shared local "errors" folder and periodically collect them and/or clear

them.
One possibility is to periodically move all local tickets to a database.
For this purpose in the web2py provides the following script:

scripts/tickets2db.py

which contanins:

SLEEP_MINUTES=5
DB_URI='sqlite://tickets.db
ALLOW_DUPLICATES=True
import sys, os, time, stat, datetime, md5
from gluon.restricted import RestrictedError
path=os.path.join(request.folder, errors')
hashes={}
db=SQLDB (DB_URI)
db.define_table('ticket',
SQLField(' app' ),
SQLField(' nane' ),
SQLField(' date_saved' ,'datetine'),
SQLField(' | ayer'),
SQLField(' traceback' ,"text'),
SQLField(' code' ,'text'))
while 1:
for file in os.listdir(path):
filename=os.path.join(path,file)
if not ALLOW_DUPLICATES:
key=md5.new(open(filename,' r' ).read()).hexdigest()
if hashes.has_key(key): continue
hashes[key]=1
e=RestrictedError()
e.load(filename)
t=datetime.datetime.fromtimestamp(os.stat(filename)[stat.
ST MTIME])

db.ticket.insert(app=request.application,date_saved=t,name=file

,layer=e.layer, traceback=e.traceback,code=e.code)
os.unlink(filename)
db.commit ()
time.sleep(SLEEP_MINUTESx%60)

You should edit this script, change the DB_URI string so that it connects

to your database server and you can run it with the command:
nohup python web2py.py -S yourapp -M -R scripts/tickets2db.py &
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where yourapp is the name of your application.

This scripts runs in background and every 5 minutes moves all tickets to
the database server in a tabale called "ticket" and removes the local tick-
ets. If ALLOW_DUPLICATES is set to False, it will only store tickets that
correspond to different types of errors.

With this tweak the "error" folder does not need to be a shared folder any
more since it will no longer be accessed.

Memcache

We have seen that web2py provides two types of cache: cache.ram and
cache.disk. They will both work on a distributed environment with multiple
concurrent servers but they will not work as expected. In particular, cache.ram
will only cache at the server level, cache.disk will also cache at the server
level unless the "cache" folder is a shared folder that supports locking.

This means that cache.ram becomes useless and cache.disk becomes a
major bottleneck.

This is because cache.disk requires locking the cache file over the network
on a shared filesystem everytime we serve those pages that are accessed more
often (and that is why we want to cache them). The solution in this case is
not to use cache.ram or cache.disk but to use memcache instead.

web2py comes with memcache APIL.

Using memcache is very easy. Create a new model file called 0 .py and
in this file write (or append) the following code:

from gluon.contrib.memcache import MemcacheClient

> memcache_servers=['127.0.0. 1: 11211" ]

cache.disk=MemcacheClient (request,memcache_servers)

The first line imports memcache. The second line has to be a list of
memcache sockets (server:port). The third line redefines cache.disk in terms
of memcahe.

With this tweak the "cache" folder does not need to be a shared folder any
more ince it will no longer be accessed.

Mind that this code requires having memcache servers running on the local
network. You should consult the memcache documentation for information
on how to setup those servers.

Removing Applications

In production setting it may be better not to install the default applications:
admin, examplesand welcome. Although these applications are quite small
they are not necessary and they may constitute a security risk.
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Removing these applications is as easy as deleting the corresponsing fold-
ers under the applications folder.

9.10 Google App Engine

It is possible to run web2py code on Google App Engine (GAE), includ-
ing DAL code, with some limitations. The GAE platform provides several
advantages over normal hosting solutions:

¥ Ease of deployment. Google completely abstracts the underling archi-
tecture

¥ Scalability. Google will replicate your app as many times as it takes to
serve all concurrent requests

¥ Big Table. On GAE, instead of a normal relational database, you store
persistent information in Big Table, where Google keeps all its data.

The limitations are:
¥ You have no read or write access to the file system

¥ You cannot perform complex queries on the datastore, in particular
there are no JOIN, OR, LIKE, IN, and DATE/DATETIME operators

The first limitation is a problem because, by default, web2py stores sessions,
tickets, cache files and uploaded files on disk. Nevertheless, this limitation
can be easily overcome by telling web2py instead to put everything in the
datastore. The second limitation cannot be easily overcome in the general
case.

The good news is that if we can write an applicaiton in web2py, so that it
runs on GAE, then the same application will also run, unmodified, everywhere
else.

As an example, we wish to rewrite the mywiki applicaiton of section XXX
so that it runs on GAE. Here is the recipe:

First, we need to edit the model and replace:

db=SQLDB(' sqlite://storage. db' )

with:

try:
from gluon.contrib.gql import =
db=GQLDB( )
session.connect (request,response,db=db)
except:
db=SQLDB(' sqlite://storage.db')
pass
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Line 3 instructs web2py to use Google’s Big Table as the datastore. Line
4 instructs web2py to store sessions in the datastore as opposed to the file
system.

Second, we need to edit the definition of those tables that contain upload
fields, for example the table document must be rewritten as:
db.define table(' docunent',

SQLField(' tinestanp' ,' datetime' ,default=now),
SQLField(' page' ,db.page),

SQLField(' nane' ),

soLField(' file' ," upload ,uloadfield='file_storage')
SQoLField(' file_storage' ,' blob'))

Notice that we edited the last two lines and we instructed web2py to store
the uploaded files in a new field called file_storage.

Third, we have to edit the download action to be able to retrieve files
uploaded in the file_storage field. Here is the new download action:
def download():

"all ows to downl oad docunents on GAE"

from gluon.contenttype import contenttype

try: row=db(db.document.file==request.args[0]).select()[0]
except: raise HTTP(400)

response.headers[' Cont ent-type' ]=contenttype(request.args[0])
return row.file storage

In line 4, it tries to retrieve the record in the datastore that contains the
requested file. On failure, the file does not exist and it raises an exception. On
success, it determines the content-type from the filename, sets the content-
type in the header and returns the content of the file_storage field.

Fourth, we need to modify the bg_find function since it uses the LIKE
operator which is not supported on GAE.
def bg find():

"an ajax callback that returns a <ul> of links to wi ki pages"
mypages=db(db.page.title==request.vars.keyword)\
.select(orderby=db.page.title)
items=[A(row.title, href=URL(r=request,f=show,args=[row.id])) \
for row in mypages]
return UL(*items).xml()

Notice that we lost the ability to search for keywords in the title (because
at the time of writing GAE does not support full-text search) and we can only
search for the exact title. It would be possible to implement it anyway, with
some tricks, but that is beyond the scope of this book.

That’s it!

We can test this code using web2py because it is valid web2py code.

To run it using the GoogleAppEngineLauncher, download the software
from the:

http://code.google.com/appengine/downloads.html
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choose [File][Add Existing Application], set the path to the path of the top
level web2py folder, and press the [Run] button in the toolbar. After you have
tested that it works locally, you can deploy it on GAE by simply clicking on

the [Deploy] button in the toolbar (assuming you have an account).

i Yar GoogleAppEnginelauncher 3

e ol | J e
Rin  Stop Browse Logs SDK Console | Edit Deploy Dashboard
Name Path o Port

@ web2py JUsers/massimodipierrof/Current/Python Programs/web2py... 8080

On Linux system we can also dealy using the shell:

1 ecd ..
> /usr/local/bin/dev_appserver.py web2py

Before deploying, it may be a good idea to completely remove the admin,

examples and welcome applications since they will not be needed.

On GAE, the web2py ticket system does not work and all errors are logged
into the GAE administration console where logs can be accessed and searched

online.
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